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Executive Summary

With A
Our Co

Development

The fusion of human intellect and artificial
intelligence is becoming business as
usual, with more and more Al-powered
tools promising to improve productivity,
reduce workloads, and transform software
development.

One of the most popular tools in this
category is GitHub’s Copilot, which offers
features such as generating blocks of
code, completing code lines, and creating
unit tests with a simple tab keypress.

There is a lot of hype around the idea that
Al tools will make developers obsolete

or engineers who don't use Al will be
only one-tenth as productive as those
who do. To move beyond the hype and
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Experiments with Copilot

IN the Trenches:
ollot Experiment
N Real-life Software

measure the actual impact of Copilot, we
conducted our experiment to understand
better and quantify its effects on software
development.

Our research aims to answer the
question: What is the real impact of
Copilot in a real software development
environment?

We wanted to answer that question,
leaving the hype behind, without the
baggage of emotions or presumptions,
only the compass of unbiased data
guiding our way.

Here is what we found!



Experiments with Copilot

Analysis Framework

Research Methodology

Duration: The experiment spanned over

7 sprints, totaling approximately 4 months.
The first two sprints, covering 4 weeks,
were conducted without using Copilot to
establish a comparison baseline.

Participants: We involved 3 agile teams,
consisting of the same developers
throughout the experiment, to eliminate
variables associated with changes in team
composition.

one week ‘

Data Collection Process

Task and Bug Reports: Upon completing
a task or resolving a bug, developers fill
© © out two forms - one for tasks and another
for bugs. This ensured a structured
e collection of data points for each aspect of
their work

SonarQube Analysis: Before submitting
‘ their code via a pull request, developers
TN ran a local instance of SonarQube to
L | @ measure the codebase’s quality both
D before and after their contributions.

run local
instance

Custom Docker Container: To safeguard
against data leakage and ensure privacy,
Q\ we employed a custom Docker container
equipped with SonarQube. This container
had access solely to a designated
subfolder within the developer’s local
docker environment, containing the relevant
comener code. This setup prevented any connection
to the internet or external codebases.
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Analysis Framework

Experiments with Copilot

Data Integrity & Consistency

review . ‘

GitHub
training

c#
React

Continuous Review: Throughout the data
collection phase, we actively reviewed the
incoming data for consistency and quality,
addressing any discrepancies or issues
encountered along the way.

Developer’s Preparation: Before
commencing the experiment, developers
received comprehensive training on using
GitHub Copilot and methodologies for
measuring task complexity, including
standardizing story points across different
contexts. We wanted to minimize

data variability and ensure a common
understanding among participants
regarding their reporting responsibilities.

Data Points: The analyzed code is C#
and React, and the participating agile
teams consisted of senior and mid-level
developers.

4 N
Task complete SonarQube
Data points: SonarQube report is generated before (baseline) and after
. Emai each PR (with new code). Afterwarc.:ls, a delta is calculated
- SonarQube report only on the written code for each PR.
= TaskiD
* Type of task (bug or task) SQ report consists of these data points:
= Story points of the task
= Total time (including unit tests) working on task in hours = Email
= Total time working on unit tests in hours * TaskiD
= How many lines of code are written from * Bugs
you for this task? = Vulnerabilities
= Percentage of generated code for this task from Copilot = Security Hotspots
= How likely are you to recommend Copilot = Code Smells
to a friend or colleague (NPS)? = Duplicated blocks
- 4
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Copilot Evaluation

Experiments with Copilot

Satisfacation - Weighted NPS

Regardless of how good a tool is, it is not
solely judged by its features or capabilities,
but by the satisfaction and acceptance

it garners among the people who are
supposed to use it. This is why one of the
key metrics we measured was the Net
Promoter Score (NPS) —a metric ranging
from -100 to +100, reflecting the depth

of user satisfaction. The verdict of the
developers is quite positive.

With an average NPS soaring way above
60, it clearly favors Copilot when fixing
bugs. The developers seem most happy
using Copilot to tackle small or large
tasks. However, when navigating through
medium-sized tasks, the satisfaction levels
dip to an NPS of 44 .4. While still in the
positive spectrum, compared to the other
two types of tasks, Copilot’s benefits are
not so well recognized.
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Our analysis delved deeper to understand
how the volume of lines of code (LOC)
influences developers’ satisfaction when
using Copilot. The results show that about
500 LOC is the sweet spot for Copilot
users. Further dissecting the data, we
identified a noteworthy benchmark at 200
LOC. This volume marks the threshold for
medium-sized tasks, where developers’
satisfaction begins to ascend. Beyond this
point, as the volume of code increases, so
does the NPS.



Copilot Evaluation

Complexity/Efficiency
per Story Point

We analyzed code production in relation
to story points to measure the complexity
and effort required for tasks, no matter
their size. Dividing LOC by the number of
story points per task offers a clear gauge
of the complexity of the solutions we give
in response to a task. On average, we have
100 LOC per story point. Using Copilot,
we're achieving more with less — Copilot
has halved the code volume per story
point regarding tasks. This translates to
more straightforward, more streamlined
solutions.

On the other hand, when it comes to bug
fixes —a domain typically not associated
with high code output — the narrative
takes an intriguing turn. While addressing

Experiments with Copilot

bugs, Copilot generates more unit tests,
leading to a higher code volume per story
point. Yet, this is a positive anomaly. The
additional code stems from a more robust
suite of unit tests, enriching the bug
resolution process with thoroughness and
precision.

When we measure hours spent per story
point, one of the main conclusions dispels
the notion of a tenfold acceleration

in productivity with Al. Our findings
reveal that, on average, Copilot either
makes no difference or leads to a 20%
improvement. Notably, small tasks per
story point exhibit longer completion
times with Copilot compared to medium
tasks.

Lines of code per story point

Hours of development per story point
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Copilot Evaluation

Complexity/Efficiency
Delta when Using Copilot

When employing Copilot, the delta
showcases the discernible difference in
time and lines of code per story point. On
average, this translates to an 18% reduction
in time spent when leveraging Copilot

for tasks. However, it's essential to note
that this improvement fluctuates across
small, medium, and large tasks. The LOC
per story point is also decreasing, which
means we are saving code and time.

Experiments with Copilot

A contrasting narrative unfolds when
addressing bugs — here, we observe a
notable increase in code production,
which is expected. The percentage of

time saved with Copilot per story point
reaches 26%. This doesn't mean faster

bug resolution with Copilot, but rather,

an accelerated generation of unit tests
post-bug fixes. And more lines of unit tests
represent better test coverage.
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Copilot Evaluation

Maintainability

Copilot impacts the maintainability of the
code (time spent working on unit tests in
hours). Our data shows that, on average,
developers dedicate about an hour to
unit tests for small tasks. With or without
Copilot, the difference is negligible. For
medium tasks, the time commitment

is around three hours, with Copilot
shortening this time but not significantly.
When fixing bugs our developers spent
significantly more time using Copilot,
probably analyzing Copilot-generated

Experiments with Copilot

suggestions. On medium tasks, we see

a slight improvement due to Copilot
utilization.

When we look at the percentage of
development time spent on unit testing,
we see that developers spend a more
significant portion of their time on unit
tests specifically for bug fixes, while for
general tasks, the proportion of time spent
on unit tests decreases, indicating a more
optimized allocation of development
resources with Copilot.

Time working on unit tests in hours

% of development time working on unit tests
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Copilot Evaluation

Complexity & Maintainability

Here, we disregard the task size and
measure the average hours spent per
story point. The data shows a linear
correlation between task complexity
and unit test hours. For instance, if a
small task demands one hour of unit
testing and is valued at two story points,
the efficiency metric stands at 0.5 hours
per story point. As tasks escalate in
complexity, mirrored by an increase in
story points, the hours dedicated to unit
testing rise proportionately.

Experiments with Copilot

Average of unit test hours per story point
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Copilot Evaluation

Impact - Generated
Code from Copilot

This graphic presents an important
insight into the integration of Copilot

in our development workflow, focusing
on the proportion of total code
generated by Copilot. For larger tasks,
we found that for every 100 LOC, Copilot
contributes around 19%.

On average 17% is generated by Copilot
across tasks. It might appear modest
at first glance, but its impact extends
beyond this metric, influencing other
facets of development—such as
improving code quality, expediting
the coding process, and aiding in
brainstorming solutions.

In bug fixing, Copilot's average
contribution is around 12%, where the
developer’s expertise plays a more
dominant role.

Experiments with Copilot

Output - Average of
LOC per Hour Worked

Contrary to our expectations, the
integration of Copilot into our
development process led to an
unexpected twist: our developers began
generating fewer lines of code per story
point and per hour worked.

Before Copilot, the average was 12-13
LOC per developer’s hour. This metric
decreased to an average of 9 LOC per
hour with Copilot. But this doesn't
mean diminishing productivity. On the
contrary, while producing fewer lines of
code, our team has slightly increased
speed, effectively completing more
story points in the same amount of
time. This phenomenon suggests that
Copilot’s influence extends beyond
mere code generation; it aids in
producing more concise, efficient code
that addresses the task at hand more
directly.
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SonarQube A Analysis

We used SonarQube to monitor major
KPIs and understand Copilot’s impact on
our development practices.

Bugs

SonarQube’s analysis indicates a
negligible difference in the number of
bugs introduced per pull request post-
Copilot integration. The trend towards
zero suggests a stable code quality,
highlighting Copilot’s effectiveness in
maintaining a consistent bug rate.

Duplicated Blocks

Initially, our codebase exhibited an
average of 1.85 duplicated code blocks.
With Copilot, this number has significantly
reduced to 0.38. Although this marks
a positive development, the reduction
is gradual. Considering the blue bar
(measured over two sprints) and the
green bar (measured over five sprints),
the extended analysis period likely
contributed to the observed decrease
in code duplication.

Experiments with Copilot

Vulnerabilities

On average, every fourth pull request
introduces a new vulnerability with
Copilot, which wasn't the case before. This
underlines the importance of vigilant code
review practices when using Al-assisted
coding tools.

Security Hotspots

Here, we consider the results to be on par.
Not many new security hotspots were
introduced using Copilot.

Code Smells

With Copilot, every third pull request
eliminates one code smell, signifying an
enhanced codebase quality in terms of
readability, maintainability, and reduced
technical debt. Regarding vulnerabilities,
the code base seems to be getting a bit
worse. That is the trade-off that you should
watch out for.

Average of Average of Average of Security Average of Code

Average of Bugs Duplicated blocks Vulnerabilities Hotspots Smells
i 0,08 0,04 0,08
0,00 h-
-0,50 -0,33
-1,00
-1,50
-2,00 -1,85
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Copilot Evaluation

SonarQube Report

In the first graph, we see that pre-Copilot,
when fixing bugs and creating unit tests,
we encountered an average of 2 new
duplicated code blocks per 100 lines. With
Copilot, the trend shifts positively. Now,
for every 300 lines of code, we've observed
a reduction of one duplicated block. It
seems that Copilot scans the whole code,
not just the immediate context of the
developer’s work.

It produces fewer duplicates because it
analyzes the entire codebase and tries
not to duplicate code, but that means
that your whole code was sent to APlIs
somewhere, and you should consider
whether you are fine with that.

Experiments with Copilot

When we monitor tasks, it seems that
Copilot doesn't make much difference.
Before integrating Copilot, we were
making some progress per 100 LOC
(not per pull request), and we had
approximately 1 duplicate block per 100
LOC. The introduction of Copilot doesn't
significantly alter this trend.

Code smells in fixing bugs showcase that
both were decreasing with or without
Copilot. With Copilot, there's a tendency
to encounter approximately 3 new code
smells per 100 LOC. This calls for increased
awareness and proactive measures to
effectively manage and mitigate code
smells.

Average deltas of duplicated blocks /100 lines

Average deltas of code smells /100 lines
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Copilot Evaluation

SonarQube Analysi

Here, we analyzed the same statistic, but
it was divided into 1 hour of developers’
time. The integration of Copilot has led to
a marked efficiency in addressing bugs,
with the data revealing an almost neutral

impact on generic tasks.

S

Experiments with Copilot

Code Smells: On average, for every

hour spent fixing bugs, our developers
eliminate one code smell. This
improvement is not merely a byproduct
of bug resolution but often involves
thoughtful refactoring of the code, which
is probably where the code smells are
decreasing from.

Average deltas of duplicated bloc
/ hour worked
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Conclusions & Assumptions

Experiments with Copilot

Our overall estimate is
that Copilot does make

an impact. On

average,

Its iIntroduction boosts
productivity by up to 20%.

However, understanding its mechanics
and best practices is essential for
maximizing its potential. Recognizing that
Copilot may not be equally relevant across
all tasks is key to avoiding inefficiencies.
ldentifying areas where Copilot excels

can significantly enhance its value,
recognizing where it falls short will save a
lot of wasted effort.

Copilot shines in implementing
straightforward, well-defined components
in terms of performance and other
non-functional aspects. Its efficiency
diminishes when addressing complex
bugs or tasks requiring deep domain
expertise.

Our back-end developers have noticed
that when asked to add methods,
functions, or suggest code amendments,
it often includes many unnecessary
imports. This requires developers to review
and refine the code before committing to
avoid broken code and false tests.

& scalefocus

Adopting Copilot requires strict code
quality monitoring. Employing static
analysis tools to identify code smells,
duplications, and track quality metrics is
vital. This guarantees Copilot's integration
mMeets your company’s optimization goals,
like security, code coverage, or general
quality.

We can make an educated assumption
that we have better test coverage with
Copilot. We have more lines of unit tests,
hence better test coverage.

Copilot scans developers’ code to improve
over time, but it sends the entire code to
3rd party APIs, which raises concerns over
IP and security.

The whole experiment was performed
with Copilot, not Copilot X, which was
released a few weeks after we finished our
experiment.
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Why Scalefocus

S

Experiments with Copilot

At Scalefocus, we know that
embracing Al is no longer a
matter of trendsetting - it's
an essential step forward into
the future of technology.

This is why we have developed a
comprehensive Al Adoption Framework
for businesses. It is a proven blueprint for
building effective Al capabilities, breaking
down the Al adoption process into small,
tangible steps that bring measurable
results.
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Book a meeting with our experts to
discuss the Al adoption framework in the
context of your specific business case:

To increase the efficiency of our Al
Adoption Framework even further, we've
developed a self-assessment Al readiness
survey. This tool assists organizations in
evaluating their Al integration readiness
and maturity, helping identify specific use
cases and objectives. Take the readiness
survey, it is totally free:

We offer our clients a variety of structured
strategies based on their goals to help
them leverage the transformative power
of Al. You can learn more about our
services here:
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https://www.scalefocus.com/resources/scalefocus-ai-adoption-framework
https://www.scalefocus.com/ai-readiness-assessment-survey
https://www.scalefocus.com/services/digital-engineering/ai-solutions
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Start Your
Al Transformation Today!
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